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"Threats to system and network owners are increasing in sophistication and number.  Whether it is network mapping, exploitation of an increasing number of holes, use of rootkits for post-compromise concealment, or distributed denial of service, knowing how you are attacked and how to defend is critical" 

–David Dittrich, DDoS expert


When it comes to server security, any device providing a service (website, email, DNS, FTP, etc.) is a potential target for hackers.  The unfortunate truth is that every computer connected to the Internet is in some way connected to each other.  Both a blessing and a curse, this is the principle reason why the field of server security will grow exponentially along with the Internet.  There are a number of ways in which a hacker can obtain control of a server; to be able to stop them is a worthy challenge indeed.


To understand server security, one must first understand how the Internet works.  The Internet's core is made up of a series of wires and internetworking devices called routers.  A router's main purpose is to pass Internet traffic from a source computer to a destination computer (from a server to a client).  If the router does not directly connect two computers, it will pass the "packet" to another router or other device (which is usually the case).  Once a packet reaches its destination, the remote computer will examine the packet to make sure its destination "IP address" (analogous to a person's street address) matches that of the destination computer.  If it does, the packet is further inspected for a destination port number (in other words, the purpose of the packet).  Depending on the port number, the server can respond with the appropriate data (for example, port 25 is for email, while port 80 is for HTTP / web page requests).


Sounds like a good system, right?  Well, what is to stop someone from requesting a hundred different simultaneous connections from a hundred different PCs, effectively rendering the server useless (known as Distributed Denial of Service)?  Or even worse, what is to stop someone from spying (sniffing) a connection and getting a person's password (with proper equipment and access, a hacker can examine the data passing through a wire somewhere between the client and the server, possibly containing a password or credit card number).  Perhaps even worse than that, what is to stop a hacker from using a little ingenuity and poor programming of a service to connect to a server, cause an unexpected condition (like a buffer or heap overflow), and gain full access to a machine?  This is what a server security administrator must face every day on every server he/she is responsible.  He/she must always be one step ahead of the rest of the world in every aspect of his/her server software and hardware (including multiple operating systems, multiple hardware platforms, etc.).  Unfortunately, this is an overwhelming task, which is why server security has become the relentless pursuit of the impossible.


There are many ways in which a hacker can gain access to a server.  The simplest and most common method is the brute-force attack.  The goal of a brute-force attack is to guess passwords for a given username.  A hacker will attempt to guess passwords by using a program that can try commonly used passwords at the rate of hundreds or thousands of attempts per second.  Often, users will have either dictionary words or passwords under 6 characters in length, making it very quick and easy to crack.  In response to this threat, many server operating systems employ a lockout technique (allowing a set number of attempts before a name is completely blocked from connecting).  Others merely keep a log of failed password attempts along with the IP address of the attacker, hopefully to be discovered by the administrator in the near future.  Perhaps the best way to prevent brute force attacks is by using a hardware or software firewall.  The beauty of a firewall is that only people from pre-designated IP addresses (by the administrator) are allowed to connect to a port, while others simply are denied any connection at all (thus not allowing the possibility of guessing a password).  The new versions of Microsoft Windows (NT/2000/XP) have very good built in firewall software.  Linux has two available software firewalls, named IPCHAINS and IPTABLES.  Unix and BSD have a software package called IPFILTER.  Basically, they can be configured to check the source IP address of the packet, and depending on the rule set, the packet is either allowed to pass or is rejected.  Perhaps the most powerful way to stop hackers, a server administrator would be wise to implement at least a minimal firewall on his/her server.


A second popular method of choice for hackers exploits a condition known as a "buffer overflow."  Basically a buffer overflow condition "occurs when a user or process attempts to place more data into a buffer (or fixed array) than was originally allocated." 
 All server operating systems fall prey to this bug, including the two most popular, Microsoft Windows and Unix/Linux/BSD.  The very recent spread of a computer virus named "Code Red" is probably the best example of the exploitation of a buffer overflow.  Microsoft's IIS and Indexing service were vulnerable to this attack, leaving web servers open to the remote defacement and destruction of web pages.  With the Unix-based operating systems, a program named "Sendmail" has been known as a source for many exploits (including buffer overflows).  Used for sending and receiving email, older versions of Sendmail were vulnerable to very simple attacks such as sending a command like VRFY a string of bytes longer than it normally takes.  Unlike brute force attacks, buffer overflows are much harder to protect against.  First, every program that is run with high-level privileges must be programmed in such a way that unexpected conditions (like buffer overflows) are avoided.  The other option is to configure the operating system to "disable stack execution."  Basically this means that commands which overflow from a program into memory are not executed, thus protecting against arbitrary commands run with full privileges.


A third way many hackers will attempt to break into servers is a method called "sniffing."  Often, hackers will use operating systems like Linux where they can directly control their NIC (network interface card).  On a simple network, a packet of data (containing anything from passwords to credit card numbers) travels to each and every PC connected.  Each network card receives these packets and examines their destination address to see if the destination is itself.  If not, the packet is dropped (ignored) and the NIC goes back to listening for more packets.  However, a hacker will set the NIC to "promiscuous mode."  This causes the NIC to read every packet that passes along a network regardless of its destination.  As one might imagine, this can be a very serious problem.  There are several ways to combat sniffing.  One way is with new software and hardware tools called "anti-sniffers" which specifically look for network cards that are in promiscuous mode.  Another way is to build a "switched" network, essentially leaving the network switches responsible for determining whether a packet should be broadcast to all of its interfaces and therefore to every machine attached to it.  The final (and probably the best) way to counter sniffing is to use encryption and/or encrypted protocols.  For example, FTP and POP3 (file transfer protocol and post office protocol) are among the two most popular protocols for file transfers and email (respectively); however, they use clear-text passwords leaving the user vulnerable to sniffing.  Alternatives include using a protocol called SecureFTP instead of FTP and POP3s instead of POP3.  Each encrypted protocol uses one of several available algorithms for encryption such as 3DES and MD5, essentially making it nearly impossible to crack.


Perhaps the most intriguing way in which hackers break into servers is through a technique called "social engineering."  Often the most risky, this technique can also be the easiest to use.  Social engineering is "the technique of using persuasion and/or deception to gain access to information systems." 
 The fundamental belief of this method is that people are gullible and will give up sensitive information if they think a higher up IT (information technology) executive is requesting it.  The authors of the book "Hacking Exposed Third Edition" (Stuart McClure, Joel Scambray, and George Kurtz) performed a test of social engineering against a random company.  With a little persistence, the authors gained access to the company's remote access gateway, email gateway, and PBX (phone system) within a few hours during an afternoon (with most of the time spent waiting for the help desk to return calls). 
  However effective this method may be, it is perhaps the easiest to subvert.  A little bit of knowledge by the IT staff as well as the safeguarding of sensitive information would have turned this massive security breach into nothing more than a prank call.


Finally, there is the "Denial of Service" attack.  This attack method can not only be used to break into servers, but can also disable or crash the server software (thus the name, denial of service).  There are literally dozens of variations of this attack.  At one time, the most popular was called "SYN flood."  Under the TCP protocol, a "three-way handshake" is used to establish a connection between two computers.  "Under normal circumstances, a SYN packet is sent from a specific port on system A to a specific port that is in a LISTEN state on system B.  At this point, this potential connection on system B is in a SYN_RECV state.  At this stage, system B will then attempt to send back a SYN / ACK packet to system A.  If all goes well, system A will send back an ACK packet and the connection will move to an ESTABLISHED state." 
  The situation may be taken advantage of however, if a hacker forges a fake source address in the SYN request packet to the server (IP spoofing), where the source address is one that is unreachable (thus not allowing the server to receive a RST [reset] packet).  With enough of these requests, the server will run out of physical or allocated resources to support any more requests (thus effectively disabling a server).


There are several ways to counter a SYN flood attack.  One way is to increase the size of the connection queue.  By doing this, the server can accept more connections, hopefully allowing legitimate users through.  Another way is to decrease the connection establishment timeout period.  This method effectively drops unacknowledged connections in a shorter amount of time (thus freeing up the queue).  A third method to counteract SYN flooding is to make sure the server is up to date with software patches and possibly DoS detection software.  "For example, modern Linux kernels 2.0.30 and later employ an option called 'SYN cookie'.  If this option is enabled, the kernel will detect and log possible SYN attacks.  It will then use a cryptographic challenge protocol known as a SYN cookie to enable legitimate users to continue to connect even under heavy attacks." 
  Finally, an administrator can deploy a Network IDS (intrusion detection system).  These systems constantly monitor for such things as SYN flood attacks, and can send RST packets to the affected server under attack, thus helping to empty the connection queue.


Server security is becoming a greater challenge every day.  Every time new software comes out, the potential for security holes increases dramatically, not to mention the new security holes found in older software.  Server security can be a daunting task to those who face it on a day-to-day basis.  Even one flaw out of a million can be used to take down an entire corporate network.  This begs the question: "How secure are our country's critical computer systems (military, utility [electric / gas], etc.)?"  If a malicious hacker can discover a brand new way to break into a server, the entire world is at the mercy of his/her fingertips.  Some organizations will brush off the threat by convincing themselves that no one would want to break into their computer systems for one reason or another.  This mentality is exactly what every hacker hopes their victim takes, for they are the easiest targets.  The unfortunate (and inevitable) truth is that we [the computer user community] must do everything that we can to make our computer networks and servers as secure as possible.  A little bit of knowledge and common sense can go a long way in the long run.  Server security will always be an endless battle between those who create and those who destroy.

Works Cited

McClure, Stuart, et al.  Hacking Exposed: Third Edition.  California: Osborne / McGraw-Hill, 2001.

Howstuffworks.  Home Page.  01 Dec. 2001.  How Web Servers and the Internet Work.  01 Dec. 2001 <http://www.howstuffworks.com/web-server.htm>.

� "Hacking Linux Third Edition", Stuart McClure, et. al


� "Hacking Linux Third Edition", Stuart McClure, et. al, pp. 320


� "Hacking Linux Third Edition", Stuart McClure, et. al, pp. 587


� "Hacking Linux Third Edition", Stuart McClure, et. al, pp. 587


� "Hacking Linux Exposed Third Edition", Stuart McClure, et. al, pp. 511


� "Hacking Linux Exposed Third Edition", Stuart McClure, et. al, pp. 512





